What Directors Need to Know About Judge Placement
The Nutshell: Why mess with judge placement?

Judge placement is an ongoing issue because of its importance to the competitors, the inherent variability in the process, and some fundamental tradeoffs.

Some might perceive there to be difficulties with too much weight given to preferences.  
(1) There are far more rounds of judging in the bottom 30% of the judge pool than the top 30%, making it difficult to consistently place highly preferred judges
, 
 (2) given this pattern, judges at the top of the pool may feel overburdened, judges in the middle may feel that they are not developing as they might because they do not as consistently hear good teams, and judges at the bottom of the pool may feel excluded
,   

 (3) in any event, too much weight given to preference may have negative pedagogical consequences due to over-specialization of argument styles and judges considered qualified to hear those debates
.  
On the other hand, some may perceive problems with too little preference being attained by tab rooms.  Essentially, there is a feeling that judges with low preference figures are being placed too often.

There are 3 general directions that might be taken.

First, judge placement may simply be good enough and not worth tinkering with.  As will be demonstrated below, over 95% of all in-it rounds getting a judge above the 50th percentile using even default STA placements
.

Second, to improve judge preference directors can make some tabulation decisions that can improve those figures, doing better in that last 5%.  The “advanced judge placement” section below describes 4 possible methods.

Third, the community could choose to relax preference demands.  Two possible approaches for doing so are described below.

The first choice simply requires minimal training in the STA judge placement procedures.  Although the STA placement process can be trusted to produce impressive results, it is still important that tab decision-makers understand the functions and know how to interpret results.  Importantly, users who master the use of “judge preference” parameter can produce impressive results, and it is the one parameter that can’t really be used as a default but that requires active user intervention.
The second choice requires advanced training in judge manipulation.  This is not an inconsequential consideration; VERY FEW users are aware of all the details, and VERY FEW have ever read the entire manual.  Adding even more sophisticated operations requires even greater familiarity with the processes.  These procedures can squeeze more mutual top-50th percentile judges into more debates, but there are costs associated with such practices.  It is not clear that by themselves these efforts will guarantee that 100% of all in-it debates will have a mutual top-50th percentile judge, but they can come close.  
The third choice allows a “1-click and forget it” approach to judge placement.  This is less elegant than the sophisticated ways to maximize placement, but might be preferable if (a) users are unwilling to invest substantial time (1-2 days) practicing judge placement procedures, or (b) there is a general consensus that there is too much emphasis on judge preference.  It is my believe that, given the data below (almost all judge placement procedures result in the vast majority of the judge pool hearing teams that clear), unless a fairly radical alteration to current practice is made, these procedures will do more to ease the difficulty of judge placement than they will do to increase judge development.
In a nutshell, there is general recognition that judge compression is a problem, but teams are unhappy when they are judged by judges ranked below a certain rating.  The community needs to decide how they would like tab rooms to manage this fundamental tension.  
The inherent uncertainty in judge placement

It is important that you have enough judges to finish the tournament, and if you use a mutually-preferred judge system it is important that enough of the rounds of judging that you have are highly preferred (almost all college tournaments do use mutually-preferred judging and therefore all subsequent commentary will assume mutual-preference judging will be in use).

The first thing to know about directing is that IT IS NOT POSSIBLE to know in advance the exact number of rounds of judging you’ll need to guarantee a highly-preferred judge in every at-or-above-the-break line (“in-it”) debate.  There are many reasons for this:

1) The number of in-it debates varies based on side constraints and pull ups; the number of skews determines the number of in-it debates (especially true at 6- and 8-round tournaments).

2) The actual break line may be fluid, for example, at the GSU tournament in 2010 there was either a clean break at 5-1 or a couple of 4-2s who would clear depending on outcome of several skewed debates.  That situation either doubled or halved the number of break-round debates, and the outcomes weren’t knowable until AFTER the debates were over.

3) It is not possible to know in advance whether if hard-to-place debates will occur.  (Example:  Pointer is the only judge for the Towson-USC debate,  but he’s only in for 2; do you burn him round 6 or save him just in case Towson and USC debate in round 7?)

4) The percentage of entered teams that clear also has a large influence; if both CSUF and Texas go to doubles, but CSUF has 104 teams entered and Texas has 168, there are 32 fewer debates that Texas will need in its last round than CSUF.

5) The polarization of the entry pool makes a considerable difference.  CEDA nationals, for example, is easier to manage than most invitations because the number of critical vs. traditional teams is more balanced
.  When the judge pool is polarized, some judges are highly preferred by a few teams but are struck by others, while others do take on the appearance of mutual mid-range judges.

All told, the number of in-it debates can range between 58% to 75% of all debates in the last 2 rounds.  That is a spread that is wide enough to be of great consequence; that is, how you plan judges if 60% of your debates are in-it is vastly different than how you plan if 75% of your debates are in-it. 

	Tourney
	teams
	n clear
	prelims
	Total rounds
	% teams in it for last 2 debates

	GSU
	137
	32
	7
	68
	75.00%

	UNLV
	54
	27
	7
	27
	77.78%

	Gonz
	47
	18
	6
	23
	63.04%

	Texas
	165
	32
	8
	82
	58.54%

	Richmond
	25
	12
	8
	12
	75.00%

	CSUF 2011
	104
	32
	6
	52
	61.54%

	CSUN 09
	12
	5
	6
	6
	75.00%

	Cal 2 2010
	90
	31
	6
	45
	60.00%


Thus, the tournament director needs to plan for a range of judges, and the easiest way to think about it is to ask: “What percentage of rounds of judging beyond what is minimally required will I need to finish my tournament?.”  It is very difficult to promise a judge in advance that they absolutely will be needed (you might end up with more rounds of good judging than you need if you have a small number of break rounds and the hard-to-fit debates don’t happen), or to tell a judge that they probably won’t be needed (you might end up with a lot of break rounds and many of them may be hard to place judges in).
Facts About The Status Quo

1) There are more rounds in the bottom 30% of the judge pool (where you are likely to lose rounds) than there are in the top 30%, usually around 30-50% more (e.g., if you have 100 rounds in the top 30% of your pool, you are likely to have 150 rounds in the bottom 30% of your pool).  

	Tournament
	Rounds top 30%
	Rounds bottom 30%
	% more in lower

	GSU
	157
	240
	153%

	UNLV
	94
	92
	98%

	Gonzaga
	43
	51
	119%

	Texas
	173
	268
	155%

	Richmond
	97
	115
	119%

	CSUF
	89
	144
	162%

	CSUN
	37
	53
	143%

	Cal Berkeley
	82
	124
	151%


2) Without any changes, roughly 70-90% of all in-it debates will have a mutual top-40 judge and 93-99% of all in-it debates will have a mutual top-50 judge.  Over 99% of all in-it debates will have a mutual top-60th percentile judge.  (See the tables below; recall that Gary Larson can produce results at the high end of the range or better.)
3) There is concern about a “judge compression” effect where a fairly small number of judges hear most of the debates that determine the tournament outcome.  At some tournaments, as many as 75% of the in-it debates are judged by the top half of the pool, as are 75% of the debates involving clearing teams.  At tournaments with more leeway for judges, this number can dip below 50%.  (See the tables below.)
Two Systems for Relaxing Preference Standards

Option #1: 60/20, 80/80.  For in-it debates, the STA defaults are judges in the top 50th percentile for both teams (preference) and within 30 points of each other (mutuality).  For out-of-it debates the preference threshold drops to the 75th percentile and the mutuality figure is unchanged.  An alternative is to drop the preference number to 60 and raise the mutuality figure to 20 for in-it debates, and change both figures to 80 for out-of-it debates.  The following table demonstrates that the system can virtually guarantee a top-60 judges in all debates with a minimal impact on overall judge quality.

	
	50-30 placement scheme
	60-20, 80-80 placement scheme

	
	top 40%
	top 50%
	top 60%
	top 40%
	top 50%
	top 60%

	UNLV
	90.29
	99.43
	100
	88
	95.43
	100

	Gonzaga
	69.17
	96.67
	99.17
	75.50
	92.50
	100

	Texas
	89.70
	99.64
	100
	86.15
	95.03
	100

	CSUF
	79.03
	93.63
	99.25
	77.9
	89.14
	100

	Richmond
	82.76
	96.55
	100
	78.16
	100
	100

	GSU
	79.36
	93.35
	99.08
	78.90
	88.99
	100

	Cal
	74.42
	93.80
	98.06
	75.58
	87.6
	98.45

	CSUN
	94.12
	100
	100
	88.24
	97.06
	100


This system does NOT seem to have a significant influence on judge compression.  It only minimally exposes more judges to in-it debates or teams who clear; in some cases it exposes fewer judges to those debates.
	
	50-30
	60-20, 80-80
	50-30
	60-20, 80-80

	
	In-it debates heard by top 50% of pool
	
	Judges who hear a clearing team
	

	UNLV
	66.94%
	75.21%
	47
	48

	Gonzaga
	59.46%
	63.51%
	35
	36

	Texas
	55.74%
	53.62%
	118
	119

	CSUF
	55.83%
	51.53%
	79
	78

	Richmond
	70.59%
	68.63%
	36
	35

	Cal
	46.15
	48.52
	76
	73

	GSU
	50
	52
	104
	106

	CSUN
	50
	45.45
	21
	20


Option #2: Strikes then mutuality.  All debates are treated as a single cohort, maximum preference is set to 80, mutuality to 20, and mutuality is weighted twice as much as preference.  Surprisingly, this does not produce as many debates with less-preferred judging than might be expected.  Most debates are still heard by top-60th percentile judges, and a large number are still heard by top-50% judges
.  Note that the data in this report may be polluted by user error (failure to reset mutuality weightings
	
	50-30 pairing scheme
	80-20 pairing scheme

	
	top 40%
	top 50%
	top 60%
	top 40%
	top 50%
	top 60%

	UNLV
	90.29
	99.43
	100
	44.57
	53.14
	74.86

	Gonzaga
	69.17
	96.67
	99.17
	53.33
	66.67
	85.00

	Texas
	89.70
	99.64
	100
	86.32
	91.83
	97.87

	CSUF
	79.03
	93.63
	99.25
	72.66
	81.27
	93.26

	Richmond
	82.76
	96.55
	100
	71.26
	79.31
	94.25

	GSU
	79.36
	93.35
	99.08
	51.15
	61.24
	75.46

	Cal
	74.42
	93.80
	98.06
	72.48
	81.40
	92.64

	CSUN
	94.12
	100
	100
	91.18
	100
	100


This system does appear to consistently get more judges into good debates; fewer in-it debates are heard by the top 50% of the pool, and more judges hear teams that clear.  The tighter the judging in the first place, the less difference this makes.

	
	50-30
	80-20
	50-30
	80-20

	
	In-it debates heard by top 50% of pool
	
	Judges who hear a clearing team
	

	UNLV
	66.94%
	61.16%
	47
	53

	Gonzaga
	59.46%
	43.24%
	35
	38

	Texas
	55.74%
	54.47%
	118
	127

	CSUF
	55.83%
	51.53%
	79
	78

	Richmond
	70.59%
	65.22%
	36
	41

	Cal
	46.15%
	40.83%
	76
	75

	GSU
	50%
	53.00%
	104
	114

	CSUN
	50%
	50%
	21
	18


Tabulation basics

It is possible to use up all of your rounds of highly preferred judging before the last few rounds of your tournament.  In any judge placement system, you must balance (a) how highly preferred the judges placements are, (b) how mutual the judge placements are, and (c) how many rounds of judging are being saved for later in the tournament.   How much value you give to each factor is set on the Scheduling-STA automatic judge placement page; if you are not familiar with this page it is worth reviewing.  An extensive discussion of the page appears in the CAT manual.

After any given judge placement, and before you release the pairings, you can obtain measures of how much judging you have left using either of the methods described in the preceding paragraph.  If either number becomes negative, you have a real problem and should seriously reconsider the judge placements you have.

Before proceeding, you should make sure you are familiar with round-weighted percentiles (it’s not the number of judges in your top 35%, it’s the number of rounds).  Documentation is available on the debateresults pref entry page.

Making sure you have enough preferred judging before the tournament starts

Here are the guidelines to help make the decision about how many rounds of judging you need as precisely as you can:

1) The exact number of rounds needed to finish the tournament (take the total number of teams, divide by two, and multiply by the number of rounds) is almost never enough.  Even without judge preference, judges may miss ballots or get sick.

2) You can plan on losing 3-9% of your judging pool as unusable given MPJ (although this entirely depends on what thresholds are set for an acceptable judge for in-it debates, and to some extent thresholds that are set for out-of-it debates; the figure here assume standard 50-30 thresholds).
 3) Most tournaments begin with 110% to 120% more judging than is absolutely necessary to finish the tournament.  (The USC 2011 tournament had 123%; Gonzaga 2010 had 117%.)

You can observe the number of rounds of judging at a tournament on-line by clicking the “View Entries” link on the tournament calendar page.  The information appears at the bottom of the page.  You must calculate the number of rounds needed by hand according to the formula above.

You can observe the number of rounds of judging at a tournament as well as what is necessary to finish the tourney on the CAT by downloading the database and clicking on the Operate-Prelim Judge Availability option from the main menu.  You can get an estimate of the number of rounds you are likely to lose due to unplaceability in the CAT by clicking Scheduling-Manual Judges/Roooms, and then the “judge status test” button.  Note that you can get figures for any preference and mutuality range you set on the page.

If you wish to hire more rounds from judges already hearing debates at your tournament, it will benefit you most to hire highly preferred judges.  To obtain a list of highly preferred judges, download the database to the CAT, click Print-Print/Show Reports, and then the “Show Judge Report” button.  Clicking on the “Avg Ord” column will sort the judges from most to least preferred.

Advanced Judge Placement

Basic STA functions are described in the full CAT manual; users should be careful that to understand how the weights and constraints work.  Note that once a round has been paired, the “Show Saved Assignment Diagnostics” button can be clicked for detailed information about the quality of judge placment in open division.  Pay special attention to the rounds of judging remaining box; a full description of how to read it appears on the Operate-Prelim Judge Availability screen.

Key tweaks are: (1) pulling judges from out-of-its back to the middle (2) saving key judges (3) buying more rounds from the top, (4) expanding the judge range for out-of-it debates, (5) count break rounds only later in the tournament.

Option #1: Buying rounds.  At any tournament, it is possible to simply buy more rounds from better judges.  The table below shows how many rounds are available for purchase.
	Tournament
	Rounds of judging available in top 30%
	Rounds if all judges in top 40% hear ½ rounds

	UNLV
	40
	14

	CSUF
	91
	15

	GSU
	158
	56

	Gonzaga
	35
	6

	Texas
	220
	61

	Richmond
	55
	10

	CSUN
	0
	6

	Cal Berkeley
	96
	34


Buying extra rounds will definitively improve the overall preference that can be given to teams.  It will not, in all instances, guarantee (by itself) that 100% of the in-it debates will have a judge in the top 50th percentile for both teams.  However, it can push the number over 97%.  It may be possible to combine the extra rounds with the procedures below to push the figure closer to 100% for almost all tournaments.  The table below shows placement outcomes if all judges in the top 40% percentile were required (or induced) to hear a ½ commitment (assuming 4 rounds at a 7-round tournament).

Percentage of In-It debates with a judge in the mutual top nth percentile

	
	Top 50%
	
	Top 40%
	

	Tournament
	% without extra
	% with extra
	% without extra
	With extra

	UNLV
	99.43%
	100%
	90.29%
	88.00%

	CSUF
	93.63%
	97.38%
	79.03%
	84.64%

	Gonzaga
	96.67%
	100%
	69.17%
	79.17%

	Texas
	99.64%
	100%
	89.70%
	89.70%

	Richmond
	96.55%
	100%
	82.76%
	78.16%

	GSU
	93.35%
	99.08
	79.36
	86.70%

	Cal
	93.80
	100
	74.42
	82.56

	CSUN
	100
	100
	94.12
	91.18


Option #2: Saving key judges.  A key factor in the ability to place a top 50th-percentile judge in all in-it debates is whether teams with vastly different preference sheets debate.  Because of this, not all top-30% of judges are equal.  Some will fit in the hard-to-place debates better than others.  One option is to mark these judges and do all that is possible to avoid burning rounds from them until absolutely necessary, or to make sure that those judges are only used in the hard-to-place debates. 
At present, this can only be done manually, and can be accomplished with these steps.  (1) Before the first round has judges placed, go to the Manual Judges/Rooms screen, load round 1, and click the “Judge status test” button.  This will automatically create a table with the hardest to place debates and the judges who fit in them.  (2) To view the table, click the “Hard-To-Place report” button in the bottom right.  Debates will appear in the grid to the left, and judges to fit will appear in the grid to the right.  At the bottom of the right-hand-grid is a list of judges and the number of hard-to-fit rounds they fit into.  You should probably copy this list down; any judge in the top 10 or who fits in 3 or more hard-to-place debates is likely to be useful.  (3) As the tournament goes on, if you load the round first, the team records will also appear.  This will help you figure out whether the hard-to-place debates are likely to happen.

Once you have the list of judges who fit hard-to-place debates, you might either mark them as unavailable until later rounds (for example, a judge on the list with a 4-round commitment at an 8-round tournament you might mark as unavailable until round 5).  Alternatively, you might simply remove them from early debates manually.

By saving these key judges for later, hard-to-place rounds, you might move toward placing top 50th-percentile judges in all in-it debates.

Option #3: Save judges from out-of-it debates.  Good judges might show-up in out-of-it debates using STA defaults.  One technique to save better judging for later rounds is to move these judges into in-it debates that are being heard by judges with low commitments.  Imagine you have 2 judges who are both top-30% judges and have 0 rounds of commitment left during round 7 of an 8-round tournament.  Judge A is hearing a 2-5 debate and Judge B is in a break round.  You can switch Judge A into the break round, saving Judge B for round 8, and then move another, less-preferred judge into the 2-5 debate.  Obviously, this will worsen the judge in the 2-5 debate.
This will work even if the judges in question are not out of commitment.  Any rounds that can be saved from the top-30% judges early in the tournament will undoubtedly help out later.  The mechanics of how to make the double-switches are described on the Manual Judges/Rooms screen.  A list of the top-30% judges can be found from the main menu by clicking Print-Print/Show Reports and clicking the “Show Judge Report” button.

Option #4: Expanding the range of judges in out-of-it debates.  As soon as there are debates where neither team can clear, it is common to relax judge placement standards.  The default is a judge in the top 75th percentile for both teams and within 30 percentage points (mutuality).  Expanding the ranges to 80th percentile and 80 points of mutuality will give more flexibility and allow the computer to avoid losing rounds by placing less-preferred judges in out-of it-debates.
From the STA manual placement screen, enter “3” in the number of cohorts, specify a maximum number of losses before elimination, and then in the “Below” column enter 80 for “Target Maximum Pref” and 80 for “Max Individual Difference.”

Option #5: Don’t start counting break rounds until later.  At an 8 round tournament, many teams will begin round 4 with an 0-3 record.  Technically, that is a break round (assuming that 5-3 teams will clear by the end of the tournament).  However, very few of those teams have a realistic chance of clearing; empirically, only 1-2 teams might clear and the number could eventually be zero.  Placing highly-preferred judges in all those debates that early can burn rounds that might be used later in the tournament.  An alternative is simply to apply the normal 50-30 criteria to those rounds rather than treat them as break rounds (this is the default unless you use cohorts).

� The text is written to quickly summarize the main points.  Qualifiers will be noted in footnotes.





� Obviously, this statement only applies to raw judge counts, not round-weighted percentiles, but the pattern of more-preferred judges signing themselves up for fewer rounds and less-preferred judges signing themselves up for more rounds is factual.





� It should be noted that there are tabulation procedures in place, and especially those in use by Gary Larson and the STA, that can counteract these overall trends.  However, conceptually, an emphasis on preference does tend to mean that judges at the top of the pool almost always hear their full commitment and usually hear good teams, and this is less true of other judges who are not as highly preferred.





� It is worth noting that both sides of the ideological divide have advanced this argument, which suggests that the concern is overstated.  It is also true that if both sides benefit from the narrowness of the pool power-matching guarantees many “clash of civilization” debates, where MPJ mutuality concerns guarantee that the judges will not come from either ideological camp.  This process suggests some self-correcting must occur.


� Gary Larson frequently attains better figures.  There is academic research to suggest that the most powerful predictor of the success of optimization algorithms (such as those used in judge placement) is the user, and that the author of the algorithm is frequently the best user.  This is true even in advanced scientific modeling.


� Information supplied by Gary Larson.


� From Gary Larson: “I’m not sure I advocate the 80/80 – particularly the severe relaxation of mutuality is problematic.  Even the 60/20 misses part of the point.  The biggest problem with meeting thresholds almost always is the result of mutuality problems in clash of civilization debates.  It becomes a philosophical question as to whether we relax pref AND tighten mutuality – which oddly enough might make the hard to assign rounds even tougher.”


� This circumstance may not be surprising or radical; any non-zero weighting for PREF will result in notable attention given to highly preferred placements.
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